## [1] 0.7181583

#it Estimate Std. Error t value Pr(>ltl)
## (Intercept) -21384.431936 4040.8655146 -5.292042 3.151748e-07
## horsepower 75.415001  13.3424794 ©5.652248 5.374600e-08
## city.mpg 121.380259 81.5119348 1.489110 1.380257e-01
## curb.weight 9.261327 0.9240072 10.023003 1.962328e-19

## [1] 0.7185938

##t Estimate Std. Error t value Pr(>ltl)
## (Intercept) -15818.45917 1540.0560178 -10.271353 3.508074e-20
## horsepower 64.61495 11.2328166 5.752337 3.223308e-08
## curb.weight 8.72178 0.8525618 10.230085 4.645579e-20

## [1] 0.7168977

6. Korzystajac z ostatecznych modeli uzyskanych dla obu zbioréw danych, wykonaj prognoze ceny samo-
chodu, dla ktérego zmienne curb.weight i horsepower sg réwne 2823 i 154, odpowiednio. Ktéry model
daje lepsza prognoze, gdyby cena tego samochodu wynosita 16507 Jak mozemy to wyjasni¢?

it fit lwr upr
## 1 16484.18 11243.94 21724.42

## fit lwr upr
## 1 18753.83 10437.85 27069.81

## [1] 0.8038145
## [1] 0.7168977

11 Regresja logistyczna i Poissona

11.1 Przyklady

Regresja logistyczna

Przyktad. Rozwazmy przyktad dotyczacy badania szansy ponownego ataku serca w ciagu roku od pierwszego
ataku, w zaleznosci od treatment of anger oraz trait anziety. Zmienna zalezna ma wartos¢ 1, jesli nastapil
ponowny atak, a 0 w przeciwnym razie.

y <~ c(,t,1,11,1,1,1,1,1,1,0,0,0,0,0,0,0,0,0,0)

xl <- c¢(1, 1, 1, 0, 0, 0, O, O, O, O, 1, 1, 1, 1, 1, 1, 0, O, O, 0O)

x2 <- c(70, 80, 50, 60, 40, 65, 75, 80, 70, 60, 65, 50, 45, 35, 40, 50, 55, 45, 50, 60)
data_set <- data.frame(y, x1, x2)

head(data_set)

## oy x1 x2
# 11 170
# 21 180
# 31 150
# 41 060
# 51 040
# 61 0 65
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# model logistyczny
model_1 <- glm(y ~ x1 + x2, data = data_set, family = 'binomial')
model 1

##

## Call: glm(formula =y ~ x1 + x2, family = "binomial", data = data_set)
##

## Coefficients:

## (Intercept) x1 x2

# -6.363 -1.024 0.119

##

## Degrees of Freedom: 19 Total (i.e. Null); 17 Residual
## Null Deviance: 27.73

## Residual Deviance: 18.82 AIC: 24.82

# podsumowanie modelu
# tj. reszty, estymacja punktowa, testy istotnosct dla wspétczynnikéow regresji, AIC
summary (model_1)

##

## Call:

## glm(formula = y ~ x1 + x2, family = "binomial", data = data_set)
##

## Deviance Residuals:

## Min 1Q Median 3Q Max

## -1.52106 -0.68746 0.00424 0.70625 1.88960

##

## Coefficients:

## Estimate Std. Error z value Pr(>|zl)

## (Intercept) -6.36347 3.21362 -1.980 0.0477 *

## x1 -1.02411 1.17101 -0.875 0.3818

## x2 0.11904 0.05497 2.165 0.0304 *

## -—-

## Signif. codes: O 'xxx' 0.001 'x*x' 0.01 'x' 0.06 '.' 0.1 ' ' 1
##

## (Dispersion parameter for binomial family taken to be 1)
##

#H# Null deviance: 27.726 on 19 degrees of freedom

## Residual deviance: 18.820 on 17 degrees of freedom
## AIC: 24.82

##

## Number of Fisher Scoring iterations: 4

# zredukowany model logtistyczny
model_2 <- glm(y ~ x2, data = data_set, family = 'binomial')
summary (model_2)

#i#t

## Call:

## glm(formula = y ~ x2, family = "binomial", data = data_set)
#it

## Deviance Residuals:

#it Min 1Q Median 3Q Max
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it
#i#t
##
##
##
##
#H#
#H#t
it
it
#Hi#t
#Hi#t
i
#i#t
##
##

-1.62461 -0.83983 -0.01232 0.64540 2.10801

Coefficients:
Estimate Std. Error z value Pr(>|z|)

-7.0925 3.1709 -2.237 0.0253 *
0.1246 0.0553 2.254 0.0242 x

(Intercept)
x2

Signif. codes: O '***x' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 '

(Dispersion parameter for binomial family taken to be 1)

27.726
19.601

Null deviance:
Residual deviance:
AIC: 23.601

on 19 degrees of freedom
on 18 degrees of freedom

Number of Fisher Scoring iterations: 4

# regresja krokowa
ATIC(model_1, model_2)

it
it
it

df AIC
model_1 3 24.82037
model_2 2 23.60052

step(model_1)

##
##
#H#
#Hi#t
it
it
it
#Hi#t
H#
#i#t
#i#t
##
##
##

i
#i#t
##
##
##
##
#H#
#H#t
it
it

Start: AIC=24.82
y ~ x1 + x2

Df Deviance
- x1 1 19.601
<none> 18.820
- x2 1 25.878
Step: AIC=23.6
y ~ x2

Df Deviance
19.601
27.726

<none>
- x2 1

Call: glm(formula

Coefficients:

(Intercept)
-7.0925

Degrees of Freedom:

Null Deviance:
Residual Deviance:

AIC
23.601
24.820
29.878

AIC
601
726

23.
29.

=y ~ x2, family = "binomial", data = data_set)

X2

0.1246

19 Total (i.e. Null);
27.73
19.6 AIC: 23.6

18 Residual

# iloraz szans (recznie)
exp(coef (model_2) [2])
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#it x2
## 1.132734

# Wartosé ta oznacza, ze wraz ze wzrostem wartosct zmiennej z2 o jedng jednostke,
# przewidywane ryzyko (w sensie tlorazu szans p / (1 - p))

# ponownego zawalu serca wzrasta o 137.

# do krzywych ROC

library (ROCR)

pred_1 <- prediction(model_1$fitted, y)

pred_2 <- prediction(model_2$fitted, y)

# krzywe ROC

par (mfrow = c(1, 2))

plot(performance(pred_1, 'tpr', 'fpr'), main = "Model 1")
plot(performance(pred_2, 'tpr', 'fpr'), main = "Model 2")
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par (mfrow = c(1, 1))
# AUC
performance(pred_1, 'auc')@y.values

## [[1]]
## [1] 0.86

performance(pred_2, 'auc')@y.values

## [[1]]

## [1] 0.835

# predykcja

(predict_glm <- predict(model_2,
data.frame(x2 = c(30, 80)),
type = 'response'))

#i# 1 2
## 0.03378247 0.94676209

# Uwzgledniamy argument type = 'response’ w celu uzyskania przewidywanego prawdopodobienstwa, ze y
# DomySlne przewidywane sg zlogarytmowane tlorazy szans (prawdopodobienistwa w skali logitowej).
x_temp <- seq(min(x2) - 10, max(x2) + 10, length.out = 100)
y_temp <- exp(coef(model_2)[1] + coef(model_2)[2] * x_temp) /

(1 + exp(coef(model_2)[1] + coef(model_2)[2] * x_temp))
plot(x_temp, y_temp, type = "1", xlab = "x2", ylab = "y", ylim = c(-0.1, 1.1))
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points(x2, y, pch = 16)
points(c(30, 80), predict_glm, pch = 16, col = "red")
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Regresja Poissona

Nie zawsze interesuje nas prawdopodobienistwo sukcesu. Dos¢ czesto jestedmy zainteresowani liczba sukcesow
(ogdlnie liczebnosciami). W tej sytuacji najbardziej popularny jest model Poissona, ktéry zaklada, ze zmienna
zalezna ma rozktad Poissona i

h(z) =In(z), EY)=-exp(XpB).

Przyktad. W zbiorze danych student_award.RData, zmienna num_awards podaje liczbe nagréd zdobytych
przez uczniéw szkoty sredniej przez rok, zmienna math jest zmienng ciagla i reprezentuje wyniki uczniow na
konicowym egzaminie z matematyki, a zmienna prog jest zmienna jakoéciowa z trzema poziomami wskazu-
jacymi rodzaj programu, ma ktéry uczniowie byli zapisani (“General” - ogélny, “Academic” - akademicki,
“Vocational” - zawodowy). Chcemy opisa¢ zwiazek miedzy liczba nagréd a wynikiem egzaminu z matematyki
i programem.

load(url("http://1s.home.amu.edu.pl/data_sets/student_award.RData"))
head(student_award)

## num_awards math prog

## 1 0 41 Vocational

## 2 0 41 General

## 3 0 44 Vocational

## 4 0 42 Vocational

## 5 0 40 Vocational

## 6 0 42 General

model_1 <- glm(num_awards ~ math + prog, data = student_award, family = "poisson")
model_1

##

## Call: glm(formula = num_awards ~ math + prog, family = "poisson", data = student_award)
##

## Coefficients:

## (Intercept) math progAcademic progVocational

## -5.24712 0.07015 1.08386 0.36981

##

## Degrees of Freedom: 199 Total (i.e. Null); 196 Residual

## Null Deviance: 287.7

## Residual Deviance: 189.4 AIC: 373.5
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summary (model_1)

##

## Call:

## glm(formula = num_awards ~ math + prog, family = "poisson", data = student_award)
##

## Deviance Residuals:

## Min 1Q  Median 3Q Max

## -2.2043 -0.8436 -0.5106 0.2568 2.6796

##

## Coefficients:

## Estimate Std. Error z value Pr(>|zl)

## (Intercept) -5.24712 0.65845 -7.969 1.60e-15 *x**
## math 0.07015 0.01060 6.619 3.63e-11 *x*x*

## progAcademic 1.08386 0.356825 3.025 0.00248 *x
## progVocational 0.36981 0.44107 0.838 0.40179

#H -

## Signif. codes: O 'sx*xx' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 ' ' 1
##

## (Dispersion parameter for poisson family taken to be 1)

##

## Null deviance: 287.67 on 199 degrees of freedom

## Residual deviance: 189.45 on 196 degrees of freedom
## AIC: 373.5

#Hi

## Number of Fisher Scoring iterations: 6

# Mozemy roéwniez przetestowal ogdlny efekt programu, porownujgc peiny model
# z modelem bez zmiennej program. Test chi-kwadrat wskazuje, ze program,

# jest statystycznie istotnym predyktorem liczby nagrod.

model_2 <- update(model_1, . ~ . - prog)

anova(model_1, model_2, test = "Chisq")

## Analysis of Deviance Table

##

## Model 1: num_awards ~ math + prog

## Model 2: num_awards ~ math

##  Resid. Df Resid. Dev Df Deviance Pr(>Chi)

## 1 196 189.45

## 2 198 204.02 -2 -14.572 0.0006852 *x*x*

## ———

## Signif. codes: O 'xxx' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 ' ' 1

AIC(model 1, model 2)

#i#t df AIC
## model_1 4 373.5045
## model_2 2 384.0762

step(model_1)

## Start: AIC=373.5
## num_awards ~ math + prog
##
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#i# Df Deviance AIC
## <none> 189.45 373.50
## - prog 2 204.02 384.08
## - math 1 234.46 416.51

#Hi#t

## Call: glm(formula = num_awards ~ math + prog, family = "poisson", data = student_award)

##

## Coefficients:

## (Intercept) math progAcademic progVocational
## -5.24712 0.07015 1.08386 0.36981
##

## Degrees of Freedom: 199 Total (i.e. Null); 196 Residual

## Null Deviance: 287.7

## Residual Deviance: 189.4 AIC: 373.5

(data_new <- data.frame(math = mean(student_award$math),
prog = factor(1:3, levels = 1:3,
labels = levels(student_award$prog))))

it math prog
## 1 52.645 General
## 2 52.645 Academic
## 3 52.645 Vocational

(pred <- predict(model_1, data_new, type = "response"))

## 1 2 3
## 0.2114109 0.6249446 0.3060086

student_award$num_award_hat <- predict(model_1, type = "response')

# sortowanie wedtug programu, a nastepnie wediug wyniku z matematyki
student_award <- student_award[with(student_award, order(prog, math)), ]
par(mfrow = c(1, 3))

plot(student_award$math[student_award$prog == "General'],
student_award$num_award_hat [student_award$prog == "General'],
type = "1", 1lwd = 2, col = "red",
xlim = c(min(student_award$math), max(student_award$math)), ylim = c(0, 6),
xlab = "Math score", ylab = "Award number", main = "General")
points(student_award$math[student_award$prog == "General"],
student_award$num_awards [student_award$prog == "General"], pch = 16)
points(mean(student_award$math), pred[1], pch = 16, col = "blue", lwd = 4)
plot(student_award$math[student_award$prog == "Academic"],
student_award$num_award_hat [student_award$prog == "Academic"],

type = "1", 1lwd = 2, col = "red",
xlim = c(min(student_award$math), max(student_award$math)), ylim = c(0, 6),

xlab = "Math score", ylab = "Award number", main = "Academic")
points(student_award$math[student_award$prog == "Academic"],
student_award$num_awards [student_award$prog == "Academic"], pch = 16)
points(mean(student_award$math), pred[2], pch = 16, col = "blue", lwd = 4)
plot(student_award$math[student_award$prog == "Vocational"],
student_award$num_award_hat [student_award$prog == "Vocational'],

type = "1", 1lwd = 2, col = "red",
c(min(student_award$math), max(student_award$math)), ylim = c(0, 6),

x1lim
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xlab = "Math score", ylab = "Award number", main = "Vocational")
points(student_award$math[student_award$prog == "Vocational'],
student_award$num_awards [student_award$prog == "Vocational"], pch = 16)
points(mean(student_award$math), pred[3], pch = 16, col = "blue", lwd = 4)
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par(mfrow = c(1, 1))

11.2 Zadania

Zadanie 1. W jednym badaniu klinicznym oceniono wplyw pozioméw enzymu LDH i zmian pozioméw
bilirubiny na zdrowie pacjentéow z przewleklym zapaleniem watroby. Uzyskane wyniki sg zawarte w pliku
liver__data.RData. Zmienne to: bilirubin - zmiana stezenia bilirubiny we krwi, 1dh - stezenie enzymu LDH
w ciele pacjenta, condition - zmiana stanu pacjenta (Yes - pogorszenie, No - brak pogorszenia).

## bilirubin 1dh condition

## 1 0.9 75 No
## 2 0.8 150 No
## 3 0.6 250 No
#i#t 4 0.8 375 Yes
## 5 3.2 160 Yes
##t 6 1.7 106 No

1. Dopasuj model regresji logistycznej do tych danych. Jakie sa wartosci estymatoréw wspolczynnikéw
regresji?

#Hi

## Call: glm(formula = condition ~ bilirubin + 1ldh, family = "binomial",
## data = liver_data)

##
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it
#i#t
##
##
##
##
#H#

it
#Hi#t
#Hi#t
i
#i#t
##
##
##
##
it
#H#t
it
it
#Hi#t
#Hi#t
#i#t
#i#t
##
##
##
##
it
#H#t
it

#Hi#t
#i#t
#i#t
##
##
##
##

#i#t
#i#t
##
##
##
#H#
#H#t
it
it

Coefficients:
(Intercept)
-8.13113

bilirubin
2.88050

Degrees of Freedom: 38 Total (i.e. Null);
54.04

Null Deviance:

Residual Deviance: 33.11

1dh
0.02464

36 Residual

AIC: 39.11

2. Ktére wspdlezynniki sg statystycznie istotne w skontruowanym modelu? Jakie jest dopasowanie modelu?

Call:
glm(formula = condition ~ bilirubin + 1dh, family = "binomial",
data = liver_data)
Deviance Residuals:
Min 1Q Median 3Q Max
-2.05593 -0.79191 0.04353 0.57765 2.11829
Coefficients:
Estimate Std. Error z value Pr(>|zl|)
(Intercept) -8.131132 2.639959 -3.080 0.00207 *x*
bilirubin 2.880497 1.105836 2.605 0.00919 *x*
1dh 0.024635 0.008764 2.811 0.00494 *x
Signif. codes: O 'xxx' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 ' ' 1

(Dispersion parameter for

54.040
33.114

Null deviance:
Residual deviance:
AIC: 39.114

binomial family taken to be 1)

on 38 degrees of freedom
on 36 degrees of freedom

Number of Fisher Scoring iterations: 6

Start: AIC=39.11

3. Czy model ten moze by¢ zredukowany za pomoca regresji krokowej?

condition ~ bilirubin + 1dh

Df Deviance
<none>
- 1ldh 1
- bilirubin 1

Call: glm(formula
data = liver_data)

Coefficients:
(Intercept)
-8.13113

bilirubin
2.88050

Degrees of Freedom: 38 Total (i.e. Null);

AIC

33.114 39.114
46.989 50.989
48.726 52.726

condition ~ bilirubin + 1dh, family = "binomial",

1dh
0.02464

36 Residual
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## Null Deviance: 54 .04
## Residual Deviance: 33.11 AIC: 39.11

4. Zinterpretuj wspolczynniki modelu.

## bilirubin

## 17.82313
#i#t 1dh
## 1.024941

True positive rate

02 04 06 08 10

0.0

5. Narysuj krzywa ROC i oblicz AUC dla modelu.

Model 1

i

0.0 0.2 0.4 0.6 0.8 1.0

False positive rate

## [[1]]
## [1] 0.8881579

it

## 0.

condition

6.

1.0

00 02 04 06 038

Dokonaj przedykcji zmiennej condition dla trzech pacjentow scharakteryzonych nastepujaco:

(bilirubin, 1dh) = (0.9, 100); (2.1, 200), (3.4, 300). Zilustruj wyniki na wykresie.

1 2 3
04414365 0.94505776 0.99988299

X beta

Powyzszy wykres pokazuje, ze istnieja dwie obserwacje odstajace dla pacjentéw z pogorszeniem i jedna
obserwacja odstajaca dla pacjentéw bez pogorszenia. Zidentyfikuj je i wykonaj powyzsza analize dla
danych bez tych trzech wartoéci odstajacych. Jak zmieniajg sie wyniki?

1.

##
## Call: glm(formula = condition ~ bilirubin + 1ldh, family = "binomial",
## data = liver_data_wo)
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it
H##
##
##
##
##
#it
##

Coefficients:
(Intercept) bilirubin 1dh
-72.7256 30.2781 0.1947
Degrees of Freedom: 35 Total (i.e. Null); 33 Residual

2

##
##
it
H##
##
##
##
##
##
##
##
##
##
##
##
H##
##
##
##
##
##
##

Null Deviance: 49.91

Residual Deviance: 6.207 AIC: 12.21

Call:

glm(formula = condition ~ bilirubin + 1ldh, family = "binomial",
data = liver_data_wo)

Deviance Residuals:

Min 1Q Median 3Q Max
-0.93161 -0.01879 0.00000 0.00047 1.89807
Coefficients:

Estimate Std. Error z value Pr(>|z]|)
(Intercept) -72.7256 45.3298 -1.604 0.109
bilirubin 30.2781 18.9417 1.598 0.110
1dh 0.1947 0.1235 1.577 0.115
(Dispersion parameter for binomial family taken to be 1)

Null deviance: 49.9066 on 35 degrees of freedom
Residual deviance: 6.2068 on 33 degrees of freedom
AIC: 12.207

Number of Fisher Scoring iterations: 10

3.

##
##
##
H##
##
##
##

it
H##
##
##
##
##
#it
##
##
##

Start: AIC=12.21
condition ~ bilirubin + 1dh

Df Deviance AIC
<none> 6.207 12.207
- 1dh 1 38.422 42.422
- bilirubin 1 44 .216 48.216

Call: glm(formula = condition ~ bilirubin + 1ldh, family = "binomial",
data = liver_data_wo)

Coefficients:
(Intercept) bilirubin 1dh
-72.7256 30.2781 0.1947

Degrees of Freedom: 35 Total (i.e. Null); 33 Residual
Null Deviance: 49.91
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## Residual Deviance: 6.207 AIC: 12.21
4.

#it bilirubin
## 1.411294e+13

#t 1dh
## 1.214999
5.
Model 1 (wo)
8 -
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g © ]
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s T T T T T T
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False positive rate
## [[11]
## [1] 0.9907407
6.
## 1 2 3
## 5.104082e-12 1.000000e+00 1.000000e+00
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Zadanie 2. Uzyj modelu regresji Poissona do zestawu danych moths (wplyw siedliska na liczbe moli) z
pakietu DAAG. Uzyj zlogarytmowanej zmiennej meters jako zmiennej objaéniajacej, a liczby moli A jako
zmiennej objasnianej.

## meters A P habitat

## 1 25 9 8 NWsoak
## 2 37 3 20 SWsoak
## 3 109 7 9 Lowerside
##t 4 10 0 2 Lowerside
## 5 133 9 1 Upperside
## 6 26 3 18 Disturbed
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1. Dopasuj model regresji Poissona do tych danych. Jakie sg wartosci estymatoréw wspotezynnikéw regre-
sji?
##
## Call: glm(formula = A ~ log(meters), family = "poisson", data = moths)
##
## Coefficients:
## (Intercept) log(meters)

## 1.2058 0.1506

i

## Degrees of Freedom: 40 Total (i.e. Null); 39 Residual
## Null Deviance: 257.1

## Residual Deviance: 248.3 AIC: 367

2. Ktére wspdlezynniki sg statystycznie istotne w skontruowanym modelu? Jakie jest dopasowanie modelu?

##

## Call:

## glm(formula = A ~ log(meters), family = "poisson", data = moths)
#it

## Deviance Residuals:

## Min 1Q Median 3Q Max

## -3.4366 -1.7754 -1.1501 0.7331 9.2711

##

## Coefficients:

it Estimate Std. Error z value Pr(>|zl|)

## (Intercept) 1.20577 0.17814 6.769 1.3e-11 *%¥x
## log(meters) 0.15065 0.05068 2.972 0.00295 *x

## ——-

## Signif. codes: O 'xxx' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 ' ' 1
##

## (Dispersion parameter for poisson family taken to be 1)

##

#i#t Null deviance: 257.11 on 40 degrees of freedom

## Residual deviance: 248.25 on 39 degrees of freedom
## AIC: 366.97

##

## Number of Fisher Scoring iterations: 6

3. Czy model ten moze by¢ zredukowany za pomoca regresji krokowej?

## Start: AIC=366.97
## A ~ log(meters)

t#
#it Df Deviance AIC
## <none> 248.25 366.97

## - log(meters) 1  257.11 373.83

##

## Call: glm(formula = A ~ log(meters), family = "poisson", data = moths)
##

## Coefficients:

## (Intercept) log(meters)

## 1.2058 0.1506
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## Degrees of Freedom: 40 Total (i.e. Null); 39 Residual
## Null Deviance: 257.1

## Residual Deviance: 248.3 AIC: 367

4. Dokonaj predykcji zmiennej A dla meters = 3, 20, 100. Zilustruj wyniki na wykresie.

#it 1 2 3
## 3.940363 5.243913 6.682717
Model 1
IS °
g -
.
< g
2 * ® . - o .
‘ .. L .
o - $ ° L . ° .o * °® $ S
T T T T
1 2 3 4

log(moths$meters)
5. Wykonaj powyzsza analize dla zmiennej P jako zmiennej zaleznej.
## 1.
##
## Call: glm(formula = P ~ log(meters), family = "poisson", data = moths)
##

## Coefficients:
## (Intercept) log(meters)

## 0.8643 0.1372

##

## Degrees of Freedom: 40 Total (i.e. Null); 39 Residual
## Null Deviance: 217.8

## Residual Deviance: 212.8 AIC: 309

## 2.

##

## Call:

## glm(formula = P ~ log(meters), family = "poisson", data = moths)
##
## Deviance Residuals:

## Min 1Q Median 3Q Max

## -2.8679 -2.3492 -1.1408 0.6247 5.7649

##

## Coefficients:

#it Estimate Std. Error z value Pr(>|zl|)

## (Intercept)  0.8643 0.2145  4.030 5.58e-05 ***

## log(meters) 0.1372 0.0614 2.234 0.0255 =*

## ———

## Signif. codes: O 'xxx' 0.001 'xx' 0.01 'x' 0.05 '.' 0.1 ' ' 1
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#i#
#i#t
#i#t
#i#t
#i#t
#i#t
#it
#i#

#i#t

##
##
#i#
#i#t
#i#t
#i#t

##
#i#
#i#t
#i#t
#i#t
#it
#i#t
#i#t
#i#
#i#

#it

#Hi#t
H#

(Dispersion parameter for poisson family taken to be 1)

217.82
212.82

Null deviance:
Residual deviance:
AIC: 309.05

Number of Fisher Scoring iterations: 6

3.
Start: AIC=309.05
P ~ log(meters)
Df Deviance AIC

<none> 212.82 309.05
- log(meters) 1 217.82 312.04
Call:
Coefficients:
(Intercept) log(meters)

0.8643 0.1372
Degrees of Freedom: 40 Total (i.e. Null);

on 40 degrees of freedom
on 39 degrees of freedom

glm(formula = P ~ log(meters), family = "poisson", data

39 Residual

Model 2

Null Deviance: 217.8
Residual Deviance: 212.8 AIC: 309
4.
1 2 3
2.759453 3.579565 4.463761
g_
2_
8_
[ ]
n - [ ] [ ]
[ ]
[ ] [ ]
[ ]
o - [ ] [ ] [ ] [ ]

log(moths$meters)
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